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Word embeddings are becoming popular for political science research, yet we know little about their properties and

performance. To help scholars seeking to use these techniques, we explore the effects of key parameter choices—including

context window length, embedding vector dimensions, and pretrained versus locally fit variants—on the efficiency and

quality of inferences possible with these models. Reassuringly we show that results are generally robust to such choices for

political corpora of various sizes and in various languages. Beyond reporting extensive technical findings, we provide a

novel crowdsourced “Turing test”–style method for examining the relative performance of any two models that produce

substantive, text-based outputs. Our results are encouraging: popular, easily available pretrained embeddings perform at a

level close to—or surpassing—both human coders andmore complicated locally fit models. For completeness, we provide

best practice advice for cases where local fitting is required.
The idea that words and documents can be usefully ex-
pressed as numerical objects is at the core of modern
political methodology. The exact method one uses to

model “text as data” has been debated. But in recent times,
“word embeddings” have exploded in popularity. The premise
of these techniques is beguilingly simple: a token of interest
(“welfare” or “washington” or “fear”) is represented as a dense,
real-valued vector of numbers. The length of this vector cor-
responds to the nature and complexity of the multidimen-
sional space inwhichwe are seeking to “embed” the word. And
the promise of these techniques is also simple: distances be-
tween such vectors are informative about the semantic simi-
larity of the underlying concepts they connote for the corpus
on which they were built. Applications abound. Prosaically,
they may be helpful for a “downstream” modeling task where
we need better inputs to some supervised problem. More excit-
ingly, the similarities may be substantively informative per se:
if the distance between “immigrants” and “hardworking” is
smaller for liberals than for conservatives, we learn something
about their relative worldviews.
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Exploiting the basic principles behind these examples,
word embeddings have seen tremendous success as feature
representations in well-known natural language processing
problems. These include parts-of-speech tagging, named-
entity recognition, sentiment analysis, and document re-
trieval. Given the generality of those tasks, it is unsurprising
that word embeddings are rapidly making their way into the
social sciences (e.g., Kozlowski, Taddy, and Evans 2018), po-
litical science being no exception (e.g., Rheault and Cochrane
2019; Rodman 2019). But as is often the case with the transfer
of technology, there is a danger that adoption will outpace
understanding. Specifically, we mean comprehension of how
well the technology performs—technically and substantively—
on specific problems of interest in the domain area of concern.
The goal of this paper is to provide that understanding for
political science, enabling practitioners to make informed
choices when using these approaches.

As conveyed in our examples above, word embeddings
serve two purposes. First they have an instrumental function,
as feature representations for some other learning task. Second,
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embeddings are a direct object of interest for studying word
usage and meaning—that is, human semantics. Good per-
formance in the former need not correlate with good per-
formance in the latter (Chiu, Korhonen, and Pyysalo 2016).
In this paper we focus on this second purpose: embeddings
as measures of meaning. The reasoning is simple. First, we
cannot pretend to foresee all the downstream use cases to
which political scientists will apply embeddings. Moreover,
given a well-defined downstream task, how to think about
performance is trivial—these are usually supervised tasks
with attendance metrics measuring accuracy, precision, and
recall. Second, word usage, including differences between
groups and changes over time, is of direct and profound
interest to political scientists, but validating such quantities
automatically is challenging (Faruqui et al. 2016).

With this in mind, our specific contribution goes beyond a
useful series of results. We propose the framework used to
generate them, which will guide researchers through themaze
of choices that accompany word embeddings. These include
whether to use cheap pretrained or (more) expensive “local”
corpus trained embeddings. And, within models, we demon-
strate the effects of altering core hyperparameters such as
context window size and embedding dimensions. In addition
to standard predictive performance and computational cost
metrics though, we present two novel approaches to model
comparison and validation. First, framing the task as an in-
formation retrieval one, we show how models may be me-
chanically compared in terms of the words they place close to
others—including politics-specific tokens. As a second “gold-
standard’’ approach, we propose a new take on the classical
Turing test wherein human judges must choose between
computer-generated nearest neighbors and human-generated
nearest neighbors. While we necessarily make certain choices
in terms of embedding architecture andwhich hyperparameters
to focus on, we stress that the framework developed is com-
pletely general and not beholden to these choices. It is easily
adaptable to evaluate new models—including nonembedding
models of human semantics—and other parameter variations.

Our findings are reassuring. In particular, (cheap, readily
available) pretrained embeddings perform extremely well on
a multitude of metrics relative to human coding and (more
expensive) locally trainedmodels for political science problems.
This is true beyond our focus Congressional Record corpus and
extends even to non-English collections. Separate to our intel-
lectual contribution, we also provide the full set of all local
models we fit—250 in all—so practitioners can use them “off
the shelf” in their own work along with two novel corpora of
parliamentary speeches in Spanish and German.

In the next section we clarify terms and provide some
background on origins of word embeddings. We then lay out
the choices practitioners face, before discussing evaluation
methods and how we implement them. Subsequently, we
extend our work to a variety of corpora, and we then sum-
marize the main takeaways for researchers.

WORD EMBEDDINGS IN CONTEXT
To fix ideas, consider two popular problems—and solu-
tions—in political science:

1. Estimating political attention; specifically, the focus
that legislators place on different aspects of policy at
different times.

2. Characterizing the nature of political conflict; spe-
cifically, the way in which politicians of different
parties use tellingly different words to discuss sim-
ilar issues

In the case of problem 1, topicmodels have proved extremely
popular (e.g., Quinn et al. 2010). In the case of problem 2,
various supervised machine-learning efforts have emerged
(e.g., Diermeier et al. 2012; Monroe, Colaresi, and Quinn
2008). With some exceptions, analysts have not attacked
these problems with embeddings approaches, which differ
from current practice both conceptually and practically.

At a high level, these differences boil down to a particular
implementation of the distributional hypothesis—the belief
that we may “know a word by the company it keeps” (Firth
1957, 11), that is, that a word’s meaning may be learned from
its context. In the case of topic models fit via latent Dirichlet
allocation (LDA; Blei, Ng, and Jordan 2003), this insight is
obtained via the co-occurrence of terms with the word of
interest in a document. In the case of embeddingmodels, it is
operationalized as the other words that appear near it in text—
literally in a narrow window around the word of interest,
looking over the corpus as a whole.

An immediate practical consequence of this difference is
that the way text data are represented for the models differs
fundamentally for embeddings approaches. In the case of both
problems 1 and 2 above, the standard arrangement would be
to represent each document as a vector, with each element of
that vector a (possibly reweighted) set of frequencies of the
terms it contains (see, e.g., Denny and Spirling [2018] on
“preprocessing”). But this “bag of words” approach is not how
we proceed in the case of embeddings. Specifically, our texts
are now represented as ordered sequences: the occurrence of
a given word(s) is used to predict the occurrence of the next
one(s). There are many approaches and “architectures,” and
they define the windows (the “context”) around the word in
different ways. But they generally all proceed by using an (ar-
tificial) neural network that maps words to real-valued vectors:
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indeed, the embeddings are the coefficients of that neural net-
work model. Intuitively, each element of those vectors rep-
resents some hypothetical characteristic of the word(s). The
vector for a given word can be called a “word embedding.”
Scholars (e.g., Collobert and Weston 2008) have shown that
embeddings capture substantive syntactic and semantic infor-
mation about language per se that can be explored using basic
algebraic operations. A textbook example is using embeddings
for analogical reasoning like king2man1 woman ≈ queen,
where each word in the equation is the vector that represents
it. Clearly, what emerges from an embedding model—a real
valued vector for every word in the corpus—is very different
from the outputs of the traditional approaches above. There,
respectively, we obtain a distribution over terms in the vocab-
ulary of the corpus (a “topic”), or a set of words that maxi-
mally discriminate between the corpora produced by one party
versus another. In neither case do we obtain estimates of se-
mantic relationships between words at the word level.1

Given that the inputs, the model, and the outputs are so
very different in the case of embeddings, it is unsurprising
that the decisions one needs to make when using an em-
beddings approach are different. Everything that follows is
about those decisions: both how they should be made gen-
erally and what lessons may be learned when they are ap-
plied to representative political science corpora specifically.
Broadly these decisions concern:

1. How large a window size we want the model to use.
This is a decision about what we mean by “context”:
one word either side of our target? six words?
12 words? and so forth.

2. How large an embedding to use to represent the
words. This is a decision about how complex amodel
we wish to fit—literally, the number of dimensions
(from say, 50 to 450) our word vectors should ulti-
mately have. Too many dimensions, and we may be
modeling noise. Too few dimensions, andwe risk not
capturing important subtleties in meaning.

3. Whether to fit the embedding models locally or to
use pretrained embeddings fit to some other (ideally
related) corpus. This is a decision about whether our
texts are sufficiently similar to other corpora for
which embeddings have already been learned. In
particular, pretrained embeddings are typically based
on the relationships between words in Wikipedia
and other large-scale collections. They are compu-
1. While these may be retrieved from the output of topic models, this
is not their intended use case.
tationally cheap (and can be downloaded inminutes)
but may be inaccurate for our specific problem, in
which case, wemay wish to locally train: that is, fit an
embeddings model from scratch to our corpus.

4. The specific modeling approach to use—where the
choice for most practitioners is GloVe (Pennington,
Socher, andManning 2014) orWord2Vec (Mikolov
et al. 2013). We will give more details below, but
these are similar mathematically, differing primar-
ily in the way they use co-occurrences of terms in
the documents as a whole.

To guide readers more familiar with traditional approaches
in political science, table 1 provides an overview of how em-
beddings differ from those methods—in terms of structure,
models, inputs, and so on. In the final row of the table, we note
that the various approaches have issues with “stability.” In the
case of embeddings, the issue is that vectors learned on the
same corpus, even with the same technique for the sameword,
need not be identical for every run of the model. This is partly
about inevitable stochastic behavior of algorithms in this field,
but it is also connected with fundamental sampling uncer-
tainty in (small) finite corpora (Antoniak and Mimno 2018).
Ourmaintained assumption inwhat follows is that researchers
would prefer more stable to less stable outputs but would al-
ways like to know how much stability they could expect in
practice.

What substantive light would embeddings, perhaps fit to
the Congressional Record, shed on the problems we alluded to
above? In either case, embeddings tell us how a word is as-
sociated with others. For the first problem, of “attention” es-
timation, embeddings would help us locate sets of documents/
speeches that are about similar themes (e.g., Hamilton, Leskovec,
and Jurafsky 2016) but also to understand how those themes
and the words they contain evolve over time (e.g., Rodman
2019). In terms of the second “conflict” problem, we could
imagine learning embeddings for both Republican and Demo-
crat Senators for particular words—say, abortion or welfare.
The way that those embeddings differ—literally, the words
those words are closest to for the partisans in each group—
would presumably be informative about the nature of debate
in the contemporary US Congress (see Mebane et al. [2018],
Rheault and Cochrane [2019], and Rudolph et al. [2017] for
related applications on partisanship). Beyond being of inter-
est per se, the embeddings could obviously be used as inputs
to other downstream tasks (see, e.g., Zhang and Pan [2019]
for an example in sociology): for example, we might find that
knowing the embedding representation of a bill is helpful for
predicting whether parliamentarians are likely to vote for it
or not.



2. The pretrained GloVe vocabulary consists of 400,000 tokens.
3. In particular, the GloVe pretrained with window size 6 and embedding
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To make matters concrete below, we will use the “partisan
conflict” case as a running example. We will assume that the
analyst wants to learn embeddings (vectors) for a set of po-
litical terms but does not know a priori which modeling ap-
proach is optimal—in terms of run time, quality of fit to their
data, and so on. Importantly, we also assume that the re-
searcher does not know the “accuracy” (in an intrinsic, sub-
stantive sense) of the representations they might learn. To
clarify, suppose the model informs the researcher that, for
Republicans, the terms closest to welfare are dependency and
reform. Crudely, is this a “good” embedding? Does it reflect
judgements that human researchers (an assumed gold stan-
dard) would make about the context for this word? Assessing
this in a general way will be one of our primary contributions.
Before we get there, we must deal with the series of choices we
outlined above. As a road map, in figure 1, we give a flowchart
of decisions that a typical user (including our “partisan con-
flict” researcher) would need to make in learning embeddings
for their corpus. The terms in bold will be our focus.

Keeping with the spirit of our running example, we will
be interested in modeling the Congressional Record, specif-
ically, the set of transcripts for the 102nd–111th Congresses
(Gentzkow, Shapiro, and Taddy 2018)—a medium sized cor-
pus of around 1.4 million documents. These contain all text
spoken on the floor of both chambers of Congress. We restrict
our corpus to the set of speeches for which party information
is available. We do minimal preprocessing: remove all non-
text characters and lower case. Next we subset the vocabu-
lary. We follow standard practice, which is to include all words
with a minimum count above a given threshold—we choose 10.
This yields a vocabulary of 91,856 words.2 And we focus on
GloVe embeddings simply because it seems more popular
with social scientists.3 We will nonetheless also provide com-
mentary on taking embeddings to other languages and using
Word2Vec—the other popular model in this literature.
EVALUATING EMBEDDING MODELS
FOR SOCIAL SCIENCE
To evaluate the effects of the choices, we need tasks. In the
word embeddings literature (Schnabel et al. 2015), they fall
into two categories: extrinsic and intrinsic. Extrinsic tasks are
those in which researchers use embeddings as input variables
to perform some other (typically, supervised learning) task
that has prespecified “correct” answers. One chooses the op-
timal embedding specification by varying the hyperparam-
eters of the model and then examining the changes to accu-
racy and other performance statistics that occur when doing
this task. Our position is that these tasks are rare and highly
specific in political science (Denny and Spirling 2018): cer-
tainly we could not think of an obvious one for the Con-
gressional Record. An intrinsic task is one in which we assess
the worth of particular embeddings by how well they repre-
sent “true” relationships between words. In computer science,
scholars proceed by, for example, comparing the analogies im-
plied by embeddings (using the rough calculus we mentioned
Table 1. Comparing Traditional Approaches with Embeddings
Traditional Unsupervised
 Traditional Supervised
 Embeddings
Bag of words
 Yes
 Yes No

Example models
 Latent Dirichlet allocation;

structural topic model

Support vector machines; random
forest (RF)

Gl
oVe, Word2Vec
Citations/applications
 Quinn et al. (2010),
Roberts et al. (2014)
Diermeier et al. (2012), Montgomery
and Olivella (2018)

Rh
eault and
Cochrane (2019),
Rodman (2019)
Inputs
 Document-term matrix
 Document-term matrix; labeled y Te
rm-co-occurence
matrix
Outputs
 Document distribution over topics;
topic distribution over words
Term importance matrix
(for class prediction)

W
ord vectors
Example user
decisions
Weighting of tokens;
number of topics
Training/test split; weighting of tokens;
number of trees (RF); number
of variables at each split (RF);
prior class probabilities

Pr
etrained or local fit;
window size; embed-
ding dimensions;
weighting of tokens
Stability concerns
 Multiple modes
 Sensitivity to training/test set;
labeling errors

Al
gorithmic; corpus
characteristics

https://nlp.stanford.edu/projects/glove/
https://nlp.stanford.edu/projects/glove/
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above) to a preexisting (and commonly known) bank of such
relationships between words (e.g., Mikolov et al. 2013). In
principle, a politics researcher could create such a database
for congressional speeches. In line with the vector calculus
mentioned above for contemporary times, we would want
the following embedding equation for leadership to “work”
(with closer approximations being better): Pelosi 2 House 1
Senate ≈ McConnell. We cannot think of many such exam-
ples, however. Moreover, these obviously do not travel: these
relationships do not even make sense for the House of Com-
mons/Lords in the United Kingdom (or equivalent in Ca-
nada), let alone for other areas of the discipline. While we will
still focus on intrinsic tasks—that is, “real life” uses of words—
we will take a more “human’’ approach to evaluate embedding
quality.

Turing assessment
To evaluate semantic coherence we draw inspiration from
the principles laid out by Turing (1950) in his article on
computer intelligence. There, a machine showed human-like
abilities if a person engaging in conversation with both a com-
puter and a human could not tell which was which.We use that
basic intuition. In particular, an embedding model achieves
“human” performance if human judges—crowd workers—can-
not distinguish between the output produced by such a model
from that produced by independent human coders. In our case,
the idea is not to “fool” the humans but, rather, to have them
assert a preference for one set of outputs over another. If a set of
human judges are on average indifferent between the human
responses to a prompt and the model’s responses, we say we
have achieved human performance with the model. By exten-
sion, a model can achieve better than human performance by
being on average preferred by coders. Naturally, models may be
worse than human if the judges like the human output better.

Notice that while the traditional Turing test connotes a
human versus machine contest, the approach here is more
general. Indeed, any output can be compared to any other—
including where both sets are produced by a model or both
by humans—and conclusions drawn about their relative per-
formance as judged by humans. In contrast with other intrin-
sic evaluation metrics found in the literature, our proposed
assessment can incorporate both absolute and comparative
evaluations.

The steps we take to assess the relative Turing perfor-
mance of the models are:

1. Human-generated nearest neighbors: For each of
10 political prompt words (described below), have
humans—crowd workers on Amazon MTurk—pro-
duce a set of nearest 10 neighbors—we have 100 hu-
mans perform this task. Subsequently rank “hu-
man’’ nearest neighbors for each prompt in terms of
the number of mentions and choose the top 10 for
each prompt.
Figure 1. Decision flowchart for embeddings. Branches are either/or approaches. Boxes list decisions to be made under those approaches. Decisions in bold

are ones we evaluate below.
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2. Machine-generated nearest neighbors: For the em-
bedding model under consideration—pretrained or
some variant of the locally fit set up—produce a list
of 10 nearest neighbors for each of the 10 given
prompt words above.4

3. Human rating: Have a separate group of humans
perform a triad task—135 subjects on average for
each model comparison—wherein they are given a
prompt word along with two nearest neighbors—a
computer- and a human-generated nearest neigh-
bor—and are asked to choose which nearest neigh-
bor they consider better fits the definition of a context
word. See appendix A (apps. A–G are available on-
line) for task appearance/wording.

4. Compute metric: For each prompt compute the ex-
pected probability of the machine-generated near-
est neighbor—our candidate model—being selected
vis-à-vis a baseline model—humans in our gold
standard. We divide this number by 0.5, such that the
index will range between 0 and 2. A value of 1 im-
plies that the machine is on par with human perfor-
mance (i.e., a human rater is equally likely to choose a
nearest neighbor generated by the embedding model
as one generated by another human) while a value
larger (smaller) than 1 implies that the machine per-
forms better (worse) than humans.

We give specific details on how we handle the crowd workers
themselves, and the comparisons they produce, in appendix B.

Our approach is predicated on our human coders being
able tomake reasonable judgments about contexts in the way
we described, which seems plausible based on other work
(Benoit et al. 2016). Notice that for our comparisons to be
useful, we do not require that humans are error free in their
judgments: any applied coding problem will involve some
mistakes. Rather, we require that, absent time or budget con-
straints, human coding would be the best possible approach.
And thus, to the extent an embedding model can replicate it,
that model is of value.

If one believes that the crowd workers differ systemati-
cally in their understanding of terms from the “population”
underlying the corpus (however defined), one might use co-
variate information to stratify. That is, one might reweight
responses in a way that better reflects the population of in-
terest. Related is the idea that the crowd workers might dif-
fer in their responses to embeddings as a function of their
own covariate profiles (e.g., whether they are male or female,
Democrat or Republican, etc.). However, in what follows, we
4. It is common in the literature to focus on the top 10 nearest neighbors.
will not use covariate information on our crowd workers.
The reason for this is connected to both research design and
ethics. On research design, note that our crowd workers are
being treated as de facto research assistants: they are helping
us study embeddings; embeddings are not helping us study
our research assistants. Thus, regarding ethics, this is not hu-
man subjects research, and we have not obtained permissions
for the same.

In reference to our running example, we could imagine a
traditional approach using research assistants to read Demo-
crat and Republican speeches to identify the different ways
they talk of the same issue. These assistants would be required
to find the context for terms—literally, what they connote.
Here, at a high level, our embedding model is suggesting pos-
sible contexts. If humans “like” those suggestions (relative to
those suggested by crowd equivalents of research assistants),
we have evidence that the models work for this purpose. But
to reiterate, we as researchers do not believe model perfor-
mance—on human or other metrics (below)—will vary by
party, sowewill focusonaggregateperformance inwhat follows.

In practice, we push our comparison beyond mere binary
preferences. Specifically, we also investigate how similar (via
log rank deviation) the human output versus embedding
output is in terms of the set of nearest neighbors they pro-
duce. This gives us a finer-grained sense of how inferences
from humans or models would differ in practice.

Other metrics
The foregoing section set out how to assess whether em-
beddings “make sense.” But we also consider other practical
issues that applied researchers might have. In particular, we
will report results related to:

1. technical criteria—model loss and computation time;
2. query search ranking correlation—across-model

(varying hyperparameters) Pearson and rank cor-
relations of nearest neighbor rankings; and

3. model variance (stability)—within-model (holding hy-
perparameters constant) Pearson correlation of near-
est neighbor rankings across multiple initializations.

For 1, we mean how well different models fit our congres-
sional corpus according to their internal optimization pro-
cedures (Pennington et al. 2014) and then literally how long
it takes each model to fit (in minutes). We assume that
researchers would like to know how time consuming such
procedures are for an example problem. For 2, we mean the
correlation between the outputs of one embedding model
specification and another. If these are high across many dif-
ferent choice combinations, there is a sense in which it does
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not much matter what the applied researcher chooses. Finally,
for 3, we measure how different the results are for the same
model run multiple times. Intuitively, if this is high for a given
specification (i.e., the correlation is low) there is a danger that
researchers will update from an “unusual” run, the general
output of which would not be replicated by others using the
same code and data. We privilege this concern over what we
believe to be a conceivable but limited benefit of different runs
revealing different relationships in the data—some of which
may be particularly useful. In any case, we suspect users will
want to know how much variance they can expect in practice.

ESTIMATION SETUP
We focus our analysis on two hyperparameter choices—five
values of each for 25 combinations in all—though of course
the framework we lay out is not specific to these parameter
pairs:

1. window size—1, 6, 12, 24, and 48 and
2. embedding dimension—50, 100, 200, 300, 450.

To account for estimation-related instability we estimate
10 sets of embeddings for each hyperparameter pair, each
with a different randomly drawn set of initial word vectors.
In total we estimate 250 different sets of embeddings. The
only other hyperparameter choices we make and leave fixed
are the number of iterations and convergence threshold. For
each model we set the maximum number of iterations to 100
and a use a convergence threshold of 0.001 such that training
stops if either the maximum number of iterations is reached
or the change in model loss between the current and preced-
ing iterations is below the convergence threshold. None of our
models reached the maximum number of iterations before
meeting the convergence threshold. We set all remaining hy-
perparameter values at their default or suggested values in the
GloVe software.5 The set of locally trained models—available
on the project’s GitHub—represents a contribution in and of
itself that will hopefully save researchers time and computa-
tional resources.

QUERY SELECTION
We explained that a natural quantity of interest is the set of
nearest neighbors of a given word—a query—in the embed-
dings space. These form the core of our comparison metric
in the sense that we will want to know how similar one set of
nearest neighbors from one model specification is to another.
And, by extension, how “good” one set of nearest neighbors
5. We use the text2vec R package to run all our models.
is relative to another in terms of a quality evaluation by hu-
man judges. We use two sets of queries: a random sample of
100 words from the common vocabulary and a set of 10 cu-
rated political terms.

First among our curated political terms, there are a series
of concept words that we suspected would be both easily
understood but also exhibit different meanings depending on
who is asked: democracy, freedom, equality, justice. Second,
there are words pertaining to policy issues that are debated by
political parties and motivate voting: immigration, abortion,
welfare, taxes. Finally, we used the names of the major parties,
which we anticipated would produce very different responses
depending on partisan identification: republican, democrat
(see Halpern and Rodriguez 2018). Obviously, we could have
made other choices. And indeed, we would encourage other
researchers to do exactly that. Our queries are intended to be
indicative of what we expect broader findings to look like and
to demonstrate the utility of our generic approach.

RESULTS: PERFORMANCE COMPARED
Now we report the results for the evaluation metrics out-
lined in “Evaluating Embedding Models for Social Science.”
We begin with the “human” performance of embeddings. To
reiterate, our presumption is that we would like embedding
models to produce nearest neighbors that accord with hu-
man priors—and that thus might otherwise have been sug-
gested by research assistants. As we will see, the good news is
that they come close, and sometimes do better.

Turing assessment
Figure 2 measures performance of a “candidate’’ model
relative to a “baseline’’ model. Here, values above (below) 1
mean nearest neighbors from the “candidate’’ model were
more (less) likely to be chosen by human raters. A value of
1 means human raters were on average indifferent between
the two models. Figure 2A compares two local models: 48–
300 (candidate) and 6–300 (baseline). There is no unquali-
fied winner and, in fact, these models have a 0.92 correla-
tion (see fig. 5B). If nothing else, this suggests that—from a
human perspective—different hyperparameter choices, at least
around common practice (window of 6, vector length 300) do
not matter much.

Howdo localmodels fare directly against human-generated
nearest neighbors? Except for one query (immigration), the
local model of choice—6–300—shows below-human per-
formance for all but two of the queries. On average, for the
set of 10 political queries, the local model achieves 69%
(SD p 0:20) of human performance. Turning to pretrained
GloVe embeddings, we observe that they are generally pre-
ferred to locally trained embeddings (see fig. 2C). Moreover,
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pretrained embeddings aremore competitive against humans—
albeit with greater variance—achieving an average of 86%
(SD p 0:23) of human performance (see fig. 2D). That is, a
researcher using pretrained embeddings for this corpus
(available in minutes, at no cost) is able to produce results
very similar to those that would have been produced by (rela-
tively slow, costly) research assistants. This is comforting news.

Using the log rank deviation measure, we can compare all
models given our set of human-generated lists (see fig. 3). We
find that models with larger windows and more dimensions
show lower log rank deviations, indicating better performance
but with decreasing returns. Put simply, this means that while
“bigger” models will get the researcher results closer to those
that human coders would produce, so long as users do not opt
for the very simplest models (very small windows, short
vectors), they can obtain relatively excellent performance with
moderately complex ones.

These aggregate results are encouraging, but our experi-
ments can also shed light on exactly where—that is, on what
types of queries—researchers might expect to do better or
worse in terms of their model selections. First, we note that
human coders respond (relatively) poorly to the pretrained
outputs for abortion and Democrat as compared to those
from the locally trainedmodel (6–300).We give those nearest
neighbors in table 2, in the first two groups (first four columns).
Digging deeper, we found that human coders particularly liked
“lateterm” and “partial”when theywere offered them—context
words that were not even selected by the pretrained model. In
the case, of “Democrat”, the human coders liked “liberal”when
it was offered. Exactly why human coders preferred these is
debatable, but our observation would be that these accord with
more “everyday” uses of these terms.

Our investigation on where the local model does worse
bears out this hunch. The final column of table 2 reports
the nearest neighbors for “justice.” As can be readily seen,
the local model mostly returns a list of Supreme Court Justices
(unsurprisingly, given that this is based on discussions in the
Congressional Record). By contrast, crowd workers liked “law”
and “court”when it was offered. One lesson here, and one we will
comment on below, is that crowd workers prefer terms in general
use over and above those that require very specific domain
knowledge. We suspect this is true of research assistants too.
Figure 2. Human preferences: Turing assessment. A, Candidate: local 48–300; baseline: local 6–300. B, Candidate: local 6–300; baseline: human.

C, Candidate: GloVe; baseline: local 6–300. D, Candidate: GloVe; baseline: human.
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Other metrics
Figure 4A displays the mean—over all 10 initializations—
minimum loss achieved for 16 (of the 25) parameter pairs we
considered.6 Unsurprisingly, more dimensions and larger
window sizes both unconditionally improve model fit albeit
with decreasing returns in both parameter choices. Except
for very small window sizes (!6), improvements become mar-
ginal after around 300 dimensions. If we take loss seriously,
then researchers ought to avoid combining few dimensions
(!100) with small window sizes (!6). There are two caveats,
however. First, models with different window sizes represent
qualitatively different notions of context, and presumably the
match between that and the substantive problem at hand is
more important than comparing relative fit. With reference to
our running example, what we mean by “context” for partisan
difference should presumably be assessed by the qualitative
meaningfulness of the comparisons, not simply an agnostic
model loss.

Second, unsurprisingly, bigger models take longer to fit
(see fig. 4B). The largest here (48–450) took over three hours
to compute parallelizing over eight cores. This seems rea-
sonable if only computing once but can become prohibitive
when computing over several initializations as we suggest. In
this light, the popular parameter setting 6–300 (window size 6,
embedding dimensions 300) provides a reasonable balance
between performance and computation time.
6. We plotted 16 of the 25 parameter pairs to avoid clutter. The left-
out parameter pairs follow the same trend.
Different parameter choices produce different results in
terms of performance, but what do these differences mean
substantively? To answer this, we compare models with re-
spect to how they rank query searches. Figure 5A displays a
heat map of pairwise correlations for all models, including
GloVe pretrained embeddings, for the set of random queries.
We observe high positive correlations (10.5) between all local
models. Correlations are generally higher between models of
the same window size, an intuitive result, as they share the
underlying co-occurrence statistics. Somewhat less intuitive,
comparing models with different window sizes, correlations
are higher the larger the window size of the models being
compared (e.g., 6 and 48 vis-à-vis 1 and 6). Correlations are
larger across the board for the set of political queries (see
fig. 5B). These results suggest that the embeddings for the
Congressional Record are sensitive to window size, but this
decreases quickly as we go beyond very small window sizes
(i.e., models with window sizes of 6 and 48 show much higher
correlation than models with window sizes of 1 and 6).

The last column of figures 5A and 5B compares GloVe
pretrained embeddings with the set of local models. For this
comparison we subsetted the respective vocabularies to in-
clude only terms common to both the local models and the
pretrained embeddings. As would be expected, correlations
are lower than those between local models, yet they are still
surprisingly large—especially for local models with larger
window sizes and for the set of political queries (all above
0.5). Our reading is that GloVe pretrained embeddings, even
without any modifications (Khodak et al. 2018), may be a
suitable alternative to estimating locally trained embeddings
on present-day political corpora. This is good news for po-
litical scientists who have already relied on pretrained em-
beddings in their work.

As a final check, and in keeping with the nature of our
running example, we looked at whether pretrained embed-
dings might do a “worse” job of reflecting highly specific local
embeddings for our focus corpus. In this case, wemean party:
it could in principle be the case that while pretrained em-
beddings dowell in aggregate for theCongressional Record they
do poorly for Democrats or Republicans specifically. To eval-
uate this we estimate a set of additional local models (again,
10 for each group and using 6–300 as parameter settings) for
subsets—by party—of the aggregate corpus. We find no sta-
tistically significant differences in correlations (see app. C).

Finally, we report our results on stability. Figure 6A plots
the distribution of Pearson correlations for the 100 random
queries. Correlations are high—above 0.85—across the board,
suggesting that GloVe is overall rather stable—that is, the
organization of the embeddings space does not vary dramat-
ically over different initializations. Still, models with larger
Figure 3. Human preferences: log rank deviations: complex models come

closer to “human” assessments, but medium-size models are almost as

good as very large ones.
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window sizes produce, on average, more stable estimates. As
the number of dimensions increases, the difference in sta-
bility between different window sizes decreases and even-
tually flips—larger window sizes result in greater instability.
This parabolic relationship between window size, number of
dimensions, and stability is likely a function of corpus size—
larger more generic corpora will require a greater number of
dimensions to allow for multiple word senses—and token
frequency—infrequent tokens are likely to be more unstable.7

For the set of 10 politics queries we observe the same trends,
although they do not reach the point at which the relationship
reverses (see fig. 6B).

Our running example: Partisan conflict results
To complete our main body of results, we return to our
“partisan conflict” example. Do we have evidence that Repub-
licans and Democrats differ in their understanding of various
political terms? The answer to this is a qualified yes. Given a
query and any two models, we can identify the set of nearest
neighbors among the top 10 that are unique to each model.
Following our setup above we estimate 10 models for each
party—10 different initializations—giving us 100 pairwise
comparisons that we use to identify the nearest neighborsmost
common to each party. Figure 7 captures the aggregate of this
comparison for two of our prompts, abortion—showing the
least overlap—and taxes—showing the most overlap. A value
of 100 indicates that nearest neighbor was unique to one party
across all 100 pairwise comparisons. Moreover, the fewer the
number of terms on the x-axis, the greater the overlap across
7. For the State of the Union corpus, a much smaller corpus, we find
that the flip occurs after 100 dimensions (see apps. D and E).
parties—that is, few terms were unique in any pairwise
comparison.

Our conclusion is that embeddings can tell us which
words partisans “disagree” on. And thus embeddings would
indeed be informative about conflict. But this is not our
central focus here; instead we now move to understanding
whether the general lessons we take from the Congressional
Record apply to other corpora that are similarly based on
(mostly preprepared) elite-level speech.

OTHER CORPORA, OTHER LANGUAGES
We extend our evaluation to four other corpora, varying in
size and language. The corpora are:

1. the full set of speeches from theUKParliament for the
period 1935–2016 obtained fromRheault et al. (2016);

2. all State of the Union (SOTU) speeches between
1790 and 2018;

3. the full set of speeches from both chambers of the
Spanish Legislature—Cortes Generales— for the V–
XII legislatures.8 As political queries we use demo-
cracia, libertad, igualdad, equidad, justicia, inmigra-
cion, aborto, impuestos, monarquia, parlamento.

4. the full set of speeches from theGerman Legislature—
Deutscher Bundestag—for the election periods 14–19.9

The political queries in this case are demokratie,
freiheit, gleichberechtigung, gerechtigkeit, einwan-
derung, abtreibung, steuern, cdu, and spd.
Table 2. Where Pretrained Does Better or Worse Than Local
“abortion”
 “democrat”
8. As the XII was ongoing at t
available up until October 18, 201

9. As the nineteenth Wahlper
we used all speeches available up
“justice”
pretrained
 local
 pretrained
 local
 pretrained
he time of writing we use
8.
iode was ongoing at the ti
until October 18, 2018.
local
abortions
 abortions
 senator
 republican
 supreme
 rehnquist

contraception
 partialbirth
 democratic
 democratic
 justices
 scalia

euthanasia
 lateterm
 republican
 democrats
 judicial
 owens

antiabortion
 procedure
 democrats
 republicans
 court
 ginsburg

legalized
 ban
 sen.
 party
 judge
 court

homosexuality
 partial
 rep.
 liberal
 criminal
 souter

opposes
 clincs
 congressman
 majority
 law
 oconnor

prolife
 sterilization
 senate
 conservative
 attorney
 brennan

pregnancy
 clinic
 incumbent
 side
 appeals
 department

advocates
 birth
 gop
 ranking
 scalia
 supreme
Note. First two groups: words (“abortion,” “democrat”) for which crowd workers preferred local model nearest neighbors (right columns) to pretrained
model ones (left columns) for GloVe. Last group (“justice”): crowd workers prefer the pretrained model.
d all speeches

me of writing
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We did not find readily available GloVe pretrained em-
beddings in German; as such all our comparisons in this case
are between locally trained embeddings. Both the Spanish
and German corpora are original data sets collected for the
purposes of this paper.10 Summary statistics for these cor-
pora may be found in appendix D, but suffice it to say that
the SOTU corpus is substantially smaller than all the other
corpora and also encompasses a much longer time period.

In appendix E, we provide the same results plots for each of
the above corpora as we gave for our Congressional Record
corpus. Perhaps surprisingly, but no doubt reassuringly, these
are almost identical to the ones above. That is, when we look
at the embeddingmodels we fit to these very different corpora,
the lessons we learn in terms of hyperparameter choices,
stability, and correlations across search queries (i.e., on the
issue of whether to fit local embeddings, or to use pretrained
ones) are the same as before. Of course, there are some
exceptions: for example, we do find that models of window
size equal to one perform well in the case of the SOTU corpus
and for the German corpus—though to a lesser extent.

GLOVE VERSUS WORD2VEC: SOME DIFFERENCES
In contrast toGloVe, which approximates global co-occurrence
counts, Word2Vec follows an online learning approach—the
model is progressively trained as we move the context win-
dow along the corpus. Word2Vec at no point sees the global
co-occurrence counts. Despite this difference, Pennington
10. We have made these publicly available, and these may be down-
loaded via the project’s GitHub page.
et al. (2014), the authors of GloVe, show that GloVe and
Word2Vec’s skip-gram architectures are mathematically sim-
ilar. We might then conclude that they produce similar embed-
dings when trained on the same corpus. We find that this is
not the case, though human raters do not seem to judge one
or other as being better.

In appendix F we explain how we compared the two
algorithms and give extensive results discussion. The main
points are these: first, for Word2Vec (unlike with GloVe)
pretrained embeddings exhibit much lower correlations with
the set of local models.

Second, the correlation between both algorithms is never
particularly high (for our set of parameter values). Our ex-
planation for this difference is rooted in theway the algorithms
are implemented. Whereas GloVe explicitly underweights rel-
atively rare terms, Word2Vec explicitly underweights high
frequency terms. Consequently, Word2Vec often picks out rel-
atively rare terms (including misspellings) as nearest neigh-
bors. In practice this means Word2Vec is likely to be less
“robust,” that is, embeddings will tend to be more corpus
specific, than GloVe.

Third, for our set of politics queries (and some vocab-
ulary subsetting to improve the quality of the Word2Vec
nearest neighbors), the Turing test implied that our human
raters are on average indifferent between the two models.

ADVICE TO PRACTITIONERS
Here we report the main takeaways for practitioners looking
to use word embeddings in their research. First, in terms of
choice hyperparameters in applied work:
Figure 4. Technical criteria: larger models fit better but take longer to compute. A, Mean minimum loss achieved. B, Computation time (minutes)
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• Window size and embedding dimensions: With the
possible exception of small corpora like the State of
the Union speeches, one should avoid using very few
dimensions (below 100) and small window sizes
(!5), especially if interested in capturing topical
semantics. If one cares about syntactic relationships,
then the model choice should be based on that cri-
terion first (i.e., small windows may be desirable).
While performance improves with larger window
sizes and more dimensions, both exhibit decreasing
returns—improvements are marginal beyond 300 di-
mensions and window size of 6. Given the trade-off
between more dimension/larger window size and
computation time, the popular choice of 6 (window
size) and 300 (dimensions) seems reasonable. This
particular specification is also fairly stable, meaning
one need not estimate multiple runs to account for
possible instability.
Figure 5. Query search ranking criteria: different models produce similar embeddings, especially for substantive “politics” queries. A, Random queries.

B, Politics queries.
Figure 6. Stability criteria: larger models are more stable but with decreasing returns. A, Random queries. B, Politics queries
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• Pretrained versus local embeddings: GloVe pretrained
embeddings generally exhibit high correlations (10.4
for the set of random queries and 10.65 for the set of
curated queries) with embeddings trained on our
selection of political corpora.11 At least for our focus
Congressional Record corpus, there is little evidence
that using pretrained embeddings is problematic for
subdivisions of the corpus by party—Republican ver-
sus Democrat speech. Human coders generally prefer
pretrained representations, but not for every term, and
it is quite close for many prompts. Specifically, GloVe
pretrained word embeddings achieve on average—for
the set of political queries—80% of human performance
and are generally preferred to locally trained embed-
dings. Where they do prefer pretrained embeddings, it
is apparently due to (some) local ones simply requiring
too much specialized domain knowledge. Thus, if a
researcher has a particularly technical or specialized
understanding of a term (beyond something that
could be easily communicated to a human coder), they
should use locally trained embeddings.These results
suggest that embeddings estimated on large online
corpora (e.g.,Wikipedia andGoogle data dumps) can
reasonably be used for the analysis of contempora-
neous political texts. Moreover, the output of our
local models is also reasonably liked by our human
raters though they prefer the pretrained models.
11. This is lower in the case of small corpora like the State of the
ion and in the case of random queries for the Spanish corpus.
Second, in terms of methodology lessons on how to evaluate
models:

• Query search: In the absence of a clearly defined
evaluation metric—a downstream task with labeled
data—embeddings can be compared in terms of how
they “organize’’ the embedding space. We propose
doing so using query search ranking correlations for a
set of randomly selected queries and—given a specific
domain of interest—a set of representative domain-
specific queries. To discriminate between models
resulting in very different embedding spaces, both can
be compared to a baseline, either a model known to
perform well or, as we do, a human baseline.

• Crowdsourcing: Crowdsourcing provides a relatively
cheap alternative to evaluate how well word em-
bedding models capture human semantics. We had
success with a triad task format, a choice task with an
established track record and solid theoretical ground-
ing in psychology.

• Human Turing test: A given embeddings model—or
any model of human semantics for that matter—can
be said to approximate human semantics well if, on
average, for any given cue, the model generates as-
sociations (nearest neighbors) that a human cannot
systematically distinguish from human-generated
associations. Specifically, we define human perfor-
mance as the point at which a human rater is on
average indifferent between a computer and a human-
generated association.
Figure 7. Nearest neighbors most common to each party. Democrat p light gray; Republican p dark gray. A, Abortion. B, Taxes
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Third, in terms of instability:

• Stability: Word embedding models have nonconvex
objective functions—can have multiple locally opti-
mal solutions. This produces additional variability
beyond sampling error that, if unaccounted for, can
lead to mistaken and nonreplicable inferences. To
account for estimation-related instability we endorse
estimating the same model several times, each with
different randomly drawn initial word vectors and use
an average of the distance metric of choice. The good
news, from our results at least, is that embeddings that
perform well on the human and other metrics also
tend to be the most stable.

Fourth, in terms of algorithm (GloVe or Word2Vec [skip-gram]):

• GloVe versus Word2Vec (skip-gram): Although GloVe
is mathematically very similar to Word2Vec’s skip-
gram architecture, in practice they will diverge, often
quite substantially, in their mapping of the semantic
space. Word2Vec benefits from a more careful filter-
ing of the vocabulary (e.g., increasing the minimum
count or setting a lower maximum number of words
in the vocabulary) as it tends to overweight relatively
rare terms (often misspellings). Once Word2Vec has
an appropriately filtered vocabulary, it performs as well
as GloVe with human raters.
DISCUSSION OF RESULTS
Why do we get the results we do? That is, why are pretrained
embeddings sometimes preferred to locally fit ones given that
the latter are domain specific? And why do humans sometimes
prefer human-created neighbors but sometimes prefer those
generated by a statistical model?

On the issue of poor local fits, one possibility is simply
a lack of data. That is, corpora being used for such fits are
too small to exhibit the helpful smoothing that a very large
corpus (like Wikipedia) would allow. Thus, even with weight-
ing down rare terms, small corpora have idiosyncratic co-
occurrences (perhaps even typos) that are unappealing to
our human coders. It is also possible that our crowd workers
have strong preexisting beliefs or opinions about our political
prompts. Suppose, for example, that the majority of crowd
workers are (strong) Democrat partisans and that therefore
their priors regarding the nearest neighbors of Republican are
systematically different from those of a more removed expert
coder. We expect these crowd workers—relative to the re-
searcher—to be skeptical of the nearest neighbors from a
model trained on the relatively abstruse language found in the
Congressional Record. Related, above we noted that on some
particular cues, it was the case that crowd workers did not
much like model suggestions that required highly specific do-
main knowledge. To reiterate a point we made earlier, though,
we assume that such effects are small; in any case, our present
focus is not on human-subjects research (in which our crowd
workers become subjects of an experiment).

As to the core Turing issue—that humans sometimes pre-
fer model output rather than that of other humans—we sus-
pect that this is fundamentally connected to issues of sam-
pling. Even though we remove outlier human suggestions, it
may be the case that a model aggregating over millions of words
is more reasonable, on average. Meanwhile, one pathology of
embeddings is that they can quickly become out of date (e.g.,
until recently “Trump” would be a word with nearest neighbors
pertaining to real estate or casinos, rather than the presidency).

Finally, is there any evidence that an end user would
suffer in terms of themerits of their study should they choose
the wrong model specification? This is beyond the scope of
the current paper, but in appendix G we give an example of
“negative” consequences.
CONCLUSIONS
Word embeddings in their modern scalable form have cap-
tured the attention of industry and academia—including so-
cial science. As with all methodological advances, it is vital
that we understand what they can do for us and what they
cannot.

For our domain, we have good news: by all the technical
and substantive criteria we used, off-the-shelf pretrained em-
beddings work very well relative to—and sometimes better
than—both human coders and more involved locally trained
models. Furthermore, locally trained embeddings perform sim-
ilarly—with exceptions—across specifications. This should
reduce end-user angst about their parameter choices. The
general form of these findings extends to historical and non-
English texts. Finally and with caveats, GloVe and Word2Vec
both enjoy similar performance as rated by human coders.

We dealt with a broad but necessarily limited number of
possible options. This includes the nature of our text data,
which are elite-level (mostly preprepared) speeches—not let-
ters, tweets, or free-form communication. Of course, other
researchers will care about different concepts and specifica-
tions. Irrespective of those particularities however, our work
flow will be useful. Finally, of course, we have focused on rel-
ative performance: we have not studied whether embeddings
are interesting or useful per se for understanding behavior,
events, and so on. We leave such questions for future work.
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